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Distributed Data Storage



ñData Tsunamiò

Å1 billions book 

Å40 billions Web page

Å55 trillions Web link

Å281 exa-bytes

Å45 GB/person

Å2X growth in 4 years



Think Various Storage!
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Neptune

ÅDistributed Data Storage

ïsemi-structured data store(not file system)

ïUse Distributed File System for Data file

ïSupports real time and batch processing

ÅGoogle Bigtable clone

ïData Model, Architecture, Features

ÅGoal

ï1,000 nodes

ï100 ~ 200 GB per node, Peta bytes



Features
Å Schema Management

ï Create, drop, modify table schema

Å Real-time Transaction
ï Single row operation(no join, group by, order by)

ï Multi row operation: like, between

Å Batch Transaction
ï Scanner, uploader, map&reduce adapter

Å Scalability
ï Automatic table split & re-assignment

Å Reliability
ï Data file stored in Distributed File System(HDFS, Others)

ï Commit log stored in ChangeLog Cluster

Å Failover
ï Tablet takeover time: max 2 min.

Å Utility
ï Web Console, Shell(simple query), Data Verifier



Architecture
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System Components
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